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Abstract. This paper describes a method of simplifying inductively generated 
discrimination trees using a measure of tree quality based on the principle of 
information economy, which takes into account both the size of the tree and the 
size of the outcome data after (notional) encoding by that tree. Results of testing 
this method on a selection of data sets show that it has some practical advantages 
over previously used techniques for tree-pruning. Some of the theoretical 
implications of the present method are also discussed. 
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Everything should be made as simple as possible, but not simpler. 
Albert Einstein 

1. Introduction 
One reason for the popularity of discrimination trees (also known as decision 
trees) as representations of knowledge is that they are relatively easy to 
understand. A second reason for the popularity of such trees is that several 
induction algorithms exist for generating them from example data. The best 
known of these is Quinlan's ID3 (Quinlan 1979), which is one of the most 
popular machine-learning algorithms. However, when applied to noisy data sets 
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it tends to generate large, complex discrimination trees that fit the training 
instances well but generalize poorly to unseen cases. This problem (not unique 
to ID3) has been called 'the cancerous problem of contrivedness' (Christensen 
1980) but is more usually known as overfitting. 

To reduce the risk of overfitting, modern versions of ID3 (and similar 
algorithms) generally incorporate tree-pruning or simplification mechanisms. 
Simplification can be achieved either by halting the tree-growing process early 
(pre-pruning) or by growing the tree to its full extent and then cutting off 
branches which cover too few training instances to be statistically reliable (post-
pruning). It is generally found that post-pruning is preferable to pre-pruning 
(Niblett 1987), since it partly compensates for the fact that the ID3 algorithm 
does no explicit look-ahead. 

A number of different methods of post-pruning have been proposed. 
Brieman et al. (1984) developed a technique known as cost-complexity pruning, 

which attempts to find a near-optimal compromise between the complexity of 
the decision tree and its accuracy by using the statistical technique of cross-
validation (Stone 1974). It is a practically effective but computationally very 
expensive technique. 

Niblett (1987) investigated ways of minimizing the expected classification error 
rate of a decision tree on future cases, without reference to the complexity of 
the tree. This entails using a more realistic error estimate, the Laplacian error 
estimate, than that provided by resubstitution of the training data. It normally 
also leads to a simplification of the fully grown tree. 

Quinlan (1986, 1987) compared several statistical based pruning methods, as 
well as a method involving translation of the decision tree into a set of production 
rules. 

Al l of these methods have been found to give better predictive results on noisy 
data sets than using the unmodified ID3 algorithm, thus—for most practical 
purposes—the problem of overfitting could be regarded as solved. Nevertheless, 
the present paper presents an alternative approach to tree-simplification which, 
it is claimed, has certain advantages over previous solutions. 

2. Learning as data compression 
Most previous approaches to tree-pruning have been concerned primarily with 
improving the predictive accuracy of the decision tree by attempting to estimate, 
and reduce, its error rate on future cases, using various kinds of statistical 
reasoning. The present approach, by contrast, concentrates on maximizing the 
descriptive adequacy of the decision tree as a summary of the training data. The 
reason that this does not lead to overfitting is that we take the size of the tree 
into account when assessing it as a description of the data. 

This approach draws on a long tradition in cognitive psychology that emphasizes 
the principle of cognitive economy, an idea that was fashionable a generation 
ago (e.g. Quastler 1956, Attneave 1959, Edwards 1964) but which subsequently 
fell from favour. 

Recently, however, this idea has been revived as the MML (minimum-message-
length) criterion (Wallace and Freeman 1987, Cheeseman 1990). In this paper 
we follow the related terminology of Wolff (1982, 1988) who used essentially the 
same principle as the basis of a grammatical induction program called SNPR. A 
key feature of SNPR is that it is able to correct overgeneralized rules without 
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the need for explicit error-correcting feedback in the form of counter-examples 
because it is always looking for the most economical description of its input data. 

Briefly, Wolffs system seeks the most efficient grammar for describing a body 
of text. The efficiency of a grammar (eg) with reference to a particular test 
corpus is: 

eg = (sT - se)/sg (1) 

where sr is the size, in bits, of the raw text; se is the size, in bits, of the text 
after encoding by the grammar; and sg is the size of the grammar itself, again 
measured in bits. 

Learning a grammar is thus viewed as a data-compression task. Given two 
grammars of equal size the one which achieves greater compression when applied 
to the training text is preferred. Likewise, given two grammars capable of making 
equivalent savings by encoding the training data, the smaller is preferred. (For 
further elaboration of these ideas see Wolff 1991.) 

3. A method of tree-compression 
This study approaches the tree-simplification problem in a similar manner, by 
treating it as a data-compression task in which the decision tree plays a role 
analogous to the grammar in Wolffs system. The objective is then to find the 
tree that allows greatest compression of the training data relative to its own size. 

In order to quantify this objective, a measure of tree quality is needed which 
takes into account both the complexity of the tree and of the savings it achieves 
in encoding the training data. We have used information theory (Shannon and 
Weaver 1949) as the basis for such a measure which, for computational 
convenience, is expressed as a cost to be minimized rather than a payoff to be 
maximised. 

3.1. A measure of tree-quality 
We compute the cost of a tree as the sum of the costs attached to all its leaf 
nodes: 

cost(Tree) = 1 cost(node,) (2) 

The cost of each leaf node has two components, the cost attributable to the 
node itself and the cost of the subset of training cases it classifies (assuming 
optimal encoding): 

cost(node,) = dt + et * n, (3) 

where: 

dt = depth of the node concerned, i.e. the number of steps down from the 
root of the tree; 

e, = average entropy of the outcome data at that node; 
n, = number of cases sorted to that node. 

The depth of a node (d() provides a good indication of its cost because our tree-
pruning program (TREEMIN) at present deals only with binary decision trees. 
Hence to reach a node at depth d implies that d binary choices have been made. 
This is a one-off cost that is incurred by having that node in the (notional) 
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alphabet of symbols used to encode the training data, and is set against any 
savings that can be achieved by using that node to compress the data. 

The second component of the cost function 

e, * n, 

uses standard information-theoretic principles (Abramson 1963) to calculate the 
cost, in bits, of an optimal (or 'Huffman') coding of the outcome data from the 
frequencies positive and negative instances that reach node,. 

Once again, we make use of the fact that TREEMIN deals only with two-
choice outcomes (though extension to multiple categories poses no problem in 
principle) so that 

et = -(p*\og(p) + (1 - /7) * log(l-p)) (4) 

where p is the proportion of positive instances at node, and logarithms are to 
the base 2. (Note that 0*log(0) is defined to equal 0.) 

To sum up, we view the decision tree as an encoding scheme and compute its 
cost as the sum of its own size and the size of the encoded outcome data. Both 
the size of the tree and the size of the encoded data are measured in a 'common 
currency', namely information-theoretic bits. 

3.2. A tree optimization precedure 
Once we have a suitable cost measure, the tree optimization procedure becomes 
relatively straightforward. 

The TREEMIN program reads in an unpruned tree and assigns a static value 
to every node, including non-terminal nodes. This is calculated from formula (3) 
by treating each node as if it were a leaf node. Then a dynamic value is assigned 
to each node by summing the best values of its subnodes (i.e. the lesser of their 
static or dynamic values) using a recursive procedure. Leaf nodes have no 
subnotes, so their dynamic values equal their static values. 

Next the program scans the tree, seeking non-terminal nodes whose static 
values are less than or equal to their dynamic values. Such nodes are made into 
leaf nodes by cutting off their descendant branches, as these descendants do not 
improve the quality of the tree. (Note: as presently implemented, the program 
never allows deletion of the root node.) Finally the pruned tree is printed out 
in a suitable form. 

The tree produced by this procedure is an optimal abbreviation of the original 
tree (with respect to the cost function employed). It does not follow, however, 
that it is the optimum tree obtainable from the same data, since TREEMIN, 
like most such programs, does not attempt to rearrange the order of nodes. 

4. Empirical trials 
TREEMIN has been tested empirically by comparing its results with three other 
commonly used methods of tree-pruning on a number of test data sets. These 
data sets are briefly described below. 

4.1. Test data sets 
(a) QUIN. This is an artificial data set designed to model a task in which only 
probabilistic classification is possible and which contains disjunctions. It is 
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of ten random binary variables (vl to vlO). The outcome (Y or N) or each case 
is assigned according to the conditional expression: 

I F v l & v2 & v3 
OR v4 & v5 & v6 
OR v7 & v8 & v9 
T H E N outcome = Y (prob=0-9), outcome = N (prob=0-l) 
E L S E outcome =• Y (prob=0-l), outcome = N (prob=0-9). 

One attribute, vlO, is irrelevant. A training set of 400 cases and a test set of 200 
cases were generated. 

(b) RAND. This is simply a random data set containing 12 random binary 
variables plus a target variable which is 1 in approximately 50% of the cases and 
0 in the other 50%. A training of 255 instances and a test set of 100 training 
instances were used. 

(c) DIGIDAT. This example is essentially the same as that used by Brieman 
et al. (1984) as a test case. Each data record is generated by simulating a faulty 
liquid crystal display in which digits are displayed by setting bars on or off. 
There are seven bars, each of which may be on or off. A training file of 359 
examples and a test file of 642 examples was used, in which every bar had a 0-1 
probability of being in error - either on when it should have been off, or vice-
versa. In addition, four spurious fields, containing purely random data were 
included with each case. Here the decision task given to the tree-growing program 
was to distinguish 8s and 9s from the other numerals. 

(d) ZOOBASE. The fourth data set contains details of 101 animal species. 
Each is described in terms of 18 numeric attributes (mostly binary) such as the 
number of legs it has and whether it gives milk to its young. The data were 
randomly split into a training set of 51 records and a test set containing the 
remaining 50 cases. In the learning trial the system had to induce a rule for 
distinguishing creatures that can fly from the rest. These data have been more 
fully described elsewhere (Forsyth 1990). 

(e) CARDIAC. The fifth data set was taken from Afifi and Azen (1979). It 
describes 113 critically ill patients brought into a hospital in Los Angeles. 
Attributes measured for each patient included systolic pressure, mean arterial 
pressure, heart rate and shock-type (a categorical variable). Here the classification 
task was to distinguish the patients who survived from those that died. For the 
present trial these data were randomly divided into a training set of 69 cases and 
a test set of 44 cases. 

(f) GRANDEE. The sixth data set contained details of the horses taking part 
in the Grand National steeplechase (held at Liverpool each April) in the years 
1987-1992 inclusive. These were described in terms of a number of variables, 
such as betting odds, age, longest winning distance, weight carried, etc. Only 
the first 24 horses in race-card order were used each year, as horses lower down 
the handicap very rarely finish in the first four. These data were divided 
chronologically rather than randomly: the years 1987-1989 formed a training set 
of 72 cases; the years 1990-1992 formed the test set, also of 72 cases. The 
objective here was to form a tree that would distinguish horses that completed 
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the course from those that failed to finish. (Seventy out of the total of 144 horses 
in the total data set did manage to finish the course.) 

(g) WEATHER. The final data set was obtained from London weather readings 
from March, April and May of 1983-1985. Here the object of the exercise was 
to predict whether it rained on the following day, on the basis of measures such 
as minimum and maximum temperature, morning and evening humidity, rainfall, 
wind speed, house of sunshine and barometric pressure. The training was done 
on the data from 1983 and 1984 (182 cases) and testing on the three spring 
months of 1985 (90 cases). (See also Forsyth and Rada 1986.) 

4.2. Results 
On each data set the basic ID3 algorithm was used to produce an unpruned 
discrimination tree, then four different simplification strategies were employed. 

Method I : prune backwards from leaf nodes till a node is reached such that the 
chi-squared statistic (Bailey 1964) at that node has a probability of less than 
0-05 under the null hypothesis—i.e. prune backwards to the 95% confidence 
level. 

Method 2: as Method 1 but pruning back till the value of chi-squared has a 
probability of less than 0-01—i.e. prune back to the 99% confidence level. 

Method 3: prune the tree as described in Section 3.2 but using the Laplacian 
error rate as the quantity to be minimized (rather than coding cost). In two-
outcome tasks, the Laplacian error rate (Le,) of a node (assuming prior 
ignorance in a Bayesian sense) is 

Le,- = (1 + min(y,n)) / (y + n + 2) (5) 

where y is the number of positive exemplars and n the number of negative 
exemplars found at that node. 

Method 4: prune the tree to minimize the overall coding cost as described in 
Section 3.1 and 3.2 (MinCost pruning). 
Table 1 shows the sizes of the decision trees produced on each of these seven 

data sets by the various methods. Clearly all these pruning methods do reduce 
the number of terminal nodes. MinCost and 99% CI pruning, the two most 

Table 1. Number of leaf nodes 

Data set Original tree 95% CI 99% CI Laplace MinCost 

QUIN 50 19 12 40 10 
RAND 68 7 2 62 3 
DIGIDAT 37 9 6 12 7 
ZOOBASE 6 3 2 4 4 
CARDIAC 11 4 3 10 4 
GRANDEE 10 4 2 6 4 
WEATHER 27 12 5 19 4 
Sums 209 58 32 153 36 
Saving (%) 0 72-25 84-69 26-79 82-78 
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effective methods, remove on average more than 80% of the leaf nodes from 
the original, unpruned tree. 

Of course, simplification alone is not enough: we want simplification without 
loss of accuracy, if possible; so Table 2 lists the percentage error rates obtained 
when using the pruned and unpruned trees on the corresponding test data. 
Percentage error rate is a simple but reasonably sensitive index of predictive 
accuracy. (The column labelled 'base rate' gives, for comparison, the percentage 
error rate that would be obtained simply by classifying every case in the test data 
as belonging to the more common of the two categories found in the training 
data.) 

These figures show that simplification is not normally purchased at the expense 
of accuracy. 

Clearly all the pruning methods tested achieve significant simplification coupled, 
on the whole, with improved classification accuracy on unseen data. This agrees 
with the findings of earlier studies (e.g. Clark and Niblett 1987, Quinlan 1987). 

Benchmarking exercises such as the present one can never be conclusive, but 
these figures do suggest that: 

(1) the MinCost method is a viable methods of tree simplification; and 
(2) the Laplacian error estimate, at least in its basic form, is the least 

effective of the methods tested. 

5 . Worked example 
Before going on to discuss the implications of this study it may be helpful to 
illustrate MinCost pruning by means of a worked example. Figure 1 shows the 
complete, unpruned discrimination tree grown from the CARDIAC training data 
(69 examples, of whom 42 were survivors and 27 were fatalities). This tree 
contains 11 leaf nodes. Of the 20 variables available to the induction program, 
seven appear in the discrimination tree. To assist interpretation of this tree these 
attributes are briefly described in Table 3. In Figure 3 the number of cases 
reaching each node has been shown by a pair of numbers, with the number of 
survivors first, then a colon, then the number of fatalities. Thus the right-most 

C Table 2. Percentage error rates on unseen data 

Data set Base rate Original 95% CI 99% CI Laplace MinCost 
tree 

QUIN 37-50 16-5 18-5 15-5 15-5 16-5 
RAND 51 55 47 47 55 43 
DIGIDAT 18-69 15-11 11-68 11 68 12-3 11-68 
ZOOBASE 28 10 16 16 16 16 
CARDIAC 36-36 25 29-55 29 55 25 29-55 
GRANDEE 52-78 38-89 34-72 40 28 38-89 34-72 
WEATHER 30-51 35-59 34-75 29 66 30-51 29-66 
Mean 36-41 28-01 27-46 27-10 27-60 25-87 
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t o 

t 9 

1:2 2 : 0 2:1 0:1 
Figure 1. CARDIAC data: full tree. 

leaf node, marked 2 : 17, applies to a subset of 19 cases of whom only two 
survived. 

As will be seen, the lower left-hand portion of the full tree contains some 
rather small terminal subsets, applying to fewer than four cases. This is typical 
of an 'overgrown' discrimination tree. 
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Table 3. 

Attribute Describtion 

Arterial pressure Arterial pressure (mmHg) 
Shock category Whether clinical shock diagnosed; if so, which type 

(e.g. hypovolaemic shock) 
UO Urinary output (ml/h) 
VP Mean venous blood pressure (mmHg) 
AT Appearance time (s) 
RC Red cell index (ml/kg) 
SP Systolic pressure (mmHg) 

Figure 2 presents the same tree after pruning using the MinCost criterion. 
Only the top three tests remain, leaving a total of four leaf nodes (down from 
11). In this instance the pruning process has collapsed the subtree rooted at the 
test VP > 88 into a single leaf node containing 30 cases (20 survivors and 10 
fatilities). When used in classification, any case arriving at this node (i.e. passing 
the tests Arterial pressure > 62 and Shock = true) would be classed as a survivor, 
with a 2/3 probability attached. Further tests would not be made. 

2 0 : 1 0 1 5 : 0 5 : 0 2 : 1 7 

Figure 2. CARDIAC data: pruned tree. 
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Figure 3 shows this pruning process at work by giving the numerical results of 
TREEMIN's computations for each of the nodes that were pruned from the full 
tree. Labels d=2 to d=6 on the right-hand side give node depth. Numbers in 
italic above each non-terminal node give the static entropy score obtained by 
treating that node as a leaf and adding its depth and outcome cost. Numbers in 
italic below each non-terminal node give its dynamic entropy score, obtained by 
summing the scores of its two descendants. Only if this total comes to a smaller 

6+2.75 6+0 6+2.75 6+0 _ Q 

Figure 3. CARDIAC data: pruned subtree. 
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value than the score of the parent node is the split at that node considered worth 
keeping. 

At leaf nodes the entropy score (BitCost) is given as two numbers separated 
by a plus sign, e.g. 6 + 2-75. The first is just the depth of that node, which (as 
explained in Section 3.1) is used as a cost measure. The second number is the 
Shannon entropy of the outcomes that are sorted to that node, which is added 
to the depth to give a net node cost. For instance, the entropy of a 1:2 division 
of outcomes, as found at the bottom left-hand node, is 2-75 bits—meaning that, 
in the long run, a string of ones and zeros with relative probabilities of 1/3 to 
2/3 could be encoded by 0-9167 bits per message. (This much is standard 
information theory.) 

It is hoped that the interested reader will be able to gain an appreciation of 
how the pruning algorithm works in practice by following these BitCost scores 
up the tree. In this case pruning halts at the node labelled Shock? which has a 
35:10 division of outcomes. Here the static score is 35-39 (depth + entropy = 1 
+ 34-39) while the dynamic score, obtained by summing its two descendants' 
scores, is 31-55 (left branch + right branch = 29-55 + 2), so the split into 
shocked versus non-shocked patients is considered worth keeping. 

6. Conclusions 
It must be said that the BitCost measure used by TREEMIN is based on a very 
simple model of descriptive parsimony. Essentially it states that a leaf node in a 
decision tree can only justify its existence if the number of bits required to 
specify the location of that node in feature space is balanced by an equivalent 
or greater reduction in the number of bits required to specify the outcome data 
falling into that node. 

Given its simplicity, the performance of this model on test data is quite 
impressive. The empirical results in Section 4 are consistent with the view that 
minimizing this measure of coding cost (as proposed in Sections 3.1 and 3.2) 
gives decision trees that are at least as good as, and possibly better than, pruning 
to the 99% confidence level. This lends support, at least indirectly, to Wolffs 
SP theory (Wolff 1991) from which our model was derived. 

The performance of the MinCost method on the random data consituted 
something of a coup. In theory, optimal pruning should leave only a single node, 
the root, with this data. MinCost pruning reduced this tree from 68 to three leaf 
nodes (one more than pruning to the 99% confidence level). However, its 
performance in classifying the test data was actually better than chance (base 
rate) and better than that of the other methods. The explanation for this appears 
to be that it managed to exploit a minor flaw in the random number generator 
used to create the data. One could hardly ask for more from an inductive 
technique than that it should find a hidden regularity that is not even supposed 
to exist. 

6.1. Advantages of MinCost pruning 
TREEMIN'S method of tree pruning has a number of advantages over previously 
published methods. 

(1) It is easy to compute. 
(2) It uses all the data (unlike cross-validation, which requires splitting the 

full data set into two or more sets). 
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(3) It does not need any 'fiddle factors' such as coefficients weighting tree 
size against error rate, or even the setting of an arbitrary conventional significance 
level (e.g. 5% versus 1% significance level). 

(4) It does not rely on assumptions from sampling theory such as Gaussian 
noise distribution, nor does it attempt to estimate population parameters such as 
variance or standard error. 

(5) It does not depend on a programmer's skill at encoding any actual tree, 
but rather uses an ideal or limit-case measure of tree-size—and is thus simpler 
to implement than recent work using the MML (or minimum message length) 
principle, e.g. that of Quinlan and Rivest (1989). 

(6) It is founded on a rational principle: get all the information in the data 
but get only the information in the data, and uses Shannon's information theory 
as the soundest basis for operationalizing that principle. 

Perhaps more important, however, is that a well-grounded measure of tree 
quality (to the extent that is well-grounded) can be generalized to other structures 
than discrimination trees and to other inductive methods than ID3. As has been 
pointed out: 'the predictive promise of a [tree] depends on the apparent error-
rate of the tree and on the size of the tree. These criteria work in opposite 
directions, and the problem is that there is no obvious a priori method of 
establishing the correct trade-off between them' (Watkins 1987). 

Most previous methods of establishing the complexity-versus-accuracy trade
off have indeed been somewhat at hoc, but it is the contention of the present 
paper that—by setting the induction task within a data-compression framework— 
a rational measure of tree quality can be obtained using information theory. 

If this contention is correct, we are not confined merely to the pruning of 
decision trees: a general quality measure would apply to other formalisms (such 
as production rules) created by other algorithms (such as simulated annealing). 

For example, it should prove possible to adapt this approach to another of the 
guises in which the trade-off of accuracy versus complexity crops up, namely the 
problem of 'sizing' a neural network. It would be especially interesting to apply 
this approach to a constructive neural-network algorithm such as the upstart 
algorithm, which dynamically extends a network of perceptron-type linear 
threshold units as learning proceeds (Frean 1990), resulting in a hierarchical 
structure rather like an ID3 decision tree. 

7. Discussion 
This paper has presented a data-compression model (the MinCost model) and 
an associated quality function (the BitCost measure) for the task of decision-tree 
simplification. The results of using the model and its associated quality measure 
on several test problems are promising enough to warrant further investigation. 

Undoubtedly the MinCost model is not the last word on this subject, but it 
does represent a modest contribution to the ongoing philosophical debate on 
induction, since it provides a practical implementation of the principle of scientific 
parsimony known as Occam's Razor, in honour of the philosopher William of 
Ockham (1285-1349), who stated that: 'it is vain to do with more what can be 
done with fewer' (Russell 1965). 

A modern enunciation of this principle is Wittgenstein's dictum that: 'the 
procedure of induction consists in accepting as true the simplest law that can be 
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reconciled with our experiences' (Wittgenstein 1961). Though widely accepted, 
this maxim is somewhat ill-defined. Philosphers of science have argued at length 
over the meanings of its two key terms: (a) simplicity and (b) consistency with 
the facts (Popper 1959, 1980; Katz 1962). A merit of the present work is that it 
provides an operational measure of these two key terms, within the framework 
of information theory. 
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